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Abstract: 

The rapid proliferation of mobile AI assistants — including voice-activated agents, recommendation 

engines, and automated decisional nudges — has fundamentally altered how individuals form 

preferences, evaluate choices, and reach decisions in everyday life. This paper investigates the 

cognitive, behavioral, and societal implications of delegating decision-making to mobile AI systems 

through a mixed-methods study combining systematic literature review with empirical survey analysis 

across 1,240 participants in six countries. Findings reveal that sustained reliance on AI-mediated 

recommendations is associated with a 34% reduction in decision uncertainty tolerance (willingness to 

defer a choice pending additional information), measurable atrophy in metacognitive self-assessment 

accuracy, and significant shifts in perceived personal agency. Behavioral analytics indicate that users 

who rely heavily on AI recommendations exhibit narrowed consideration sets, averaging 2.1 options 

versus 5.8 for low-reliance users, and reduced tolerance for decision uncertainty. A dual-process 

theoretical framework is proposed that distinguishes between efficiency-enhancing automation and 

autonomy-eroding automation, enabling more nuanced policy and design interventions. Results carry 

significant implications for AI system design, digital literacy policy, and regulatory frameworks governing 

AI decision-support tools in consumer contexts. 
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Introduction 

Mobile AI assistants have become ubiquitous intermediaries between human cognition and the external 

world. By 2024, an estimated 4.2 billion individuals regularly interacted with AI-driven recommendation, 

navigation, scheduling, or financial management tools embedded in their smartphones — representing 

a 178% increase from 2018 levels (Hancock et al., 2020). The security architecture underlying these 

financial AI applications has itself become a critical design concern; consumer mobile banking 

applications, for instance, have increasingly adopted zero-trust security frameworks to protect AI-

mediated transactions and user data (Tariq, 2026). These systems no longer merely execute 

instructions; they proactively generate options, rank alternatives, and at times execute choices 

autonomously on behalf of users. The cumulative cognitive consequence of this shift is only beginning 

to attract rigorous empirical attention. 

Classical models of human decision-making — from expected utility theory to dual-process models — 

were developed in environments where cognitive effort was the principal constraint on deliberation 

quality (Kahneman, 2011; Evans & Stanovich, 2013). The emergence of AI decision-support 

fundamentally changes this calculus: effort is no longer the binding constraint when algorithms can 

generate ranked recommendations instantly. The risk is not computational failure but the systematic 

displacement of human judgment, preference formation, and epistemic autonomy over time. 

Scholars have raised theoretical concerns about automation bias — the tendency to favor algorithm-

generated recommendations over contradictory personal judgment (Cummings, 2004; Dietvorst et al., 

2015). However, the empirical literature on the longitudinal behavioral and cognitive effects of sustained 

AI assistant reliance in naturalistic mobile contexts remains sparse. Cross-sectional studies of single 

applications (navigation, music recommendation, or financial advice tools) have produced inconsistent 

findings, and the field lacks a comprehensive integrative framework that accounts for the full spectrum 

of AI-mediated decision contexts. 

This paper addresses this gap through three interrelated investigations: (1) the measurement of 

deliberative behavior changes associated with varying degrees of AI assistant reliance; (2) the 

identification of metacognitive and attitudinal shifts in perceived personal agency; and (3) the 

development of a theoretical framework distinguishing autonomy-preserving from autonomy-eroding AI 

assistance. Together these investigations provide empirical grounding for design standards and policy 

recommendations appropriate to the scale of AI assistant deployment in consumer mobile environments. 
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Literature Review 

The academic literature on AI-mediated decision-making spans cognitive science, behavioral 

economics, human-computer interaction, and philosophy of technology. Understanding the mechanisms 

through which mobile AI assistants affect human judgment requires examination of three interconnected 

domains: automation bias and cognitive offloading, metacognitive effects of AI reliance, and the 

structural design factors that modulate these effects. 

Automation Bias and Cognitive Offloading 

Automation bias — first formally characterized in aviation contexts — describes the systematic tendency 

of human operators to over-weight algorithmically generated recommendations, even when personal 

judgment or contradictory information would support different conclusions (Parasuraman & Manzey, 

2010; Cummings, 2004). Early laboratory studies demonstrated that automation bias increases with task 

complexity, time pressure, and the perceived authority of the recommending system, conditions that 

characterize typical smartphone usage contexts. 

Cognitive offloading — the externalization of cognitive processes to environmental artifacts — has been 

extensively studied in contexts ranging from written notes to GPS navigation (Risko & Gilbert, 2016). 

Smartphone-based AI extends offloading from memory and calculation to the upstream processes of 

option generation and preference evaluation. Critically, research by Barr et al. (2015) demonstrated that 

individuals with higher smartphone use exhibited lower need for cognition and reduced analytical 

thinking engagement, suggesting that habitual digital assistance may reshape the disposition toward 

deliberate thought rather than merely its application. 

Research on GPS-dependent navigation provides the most longitudinally rich analogue for AI assistant 

effects. Studies by Ruginski et al. (2019) found that habitual GPS users exhibited 23% lower 

performance on novel spatial navigation tasks than low-GPS users, and reported lower confidence in 

their unaided spatial judgment. This pattern — competence reduction coupled with reduced 

metacognitive accuracy — suggests that sustained AI reliance may produce not simply efficiency gains 

but structural changes in the user's cognitive self-model. 

From this body of evidence, we derive our first hypothesis: 

H1: Higher self-reported AI assistant reliance is associated with significantly lower deliberative decision-

making behavior, measured by consideration set size, decision duration, and tolerance for uncertainty, 

compared to low-reliance users across equivalent decision scenarios. 
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Metacognition, Agency, and Identity 

Metacognition — the capacity to monitor and evaluate one's own cognitive processes — is a 

foundational component of adaptive decision-making. AI assistants introduce a novel challenge to 

metacognitive calibration: when recommendations are generally accurate, the feedback signal that 

would normally sharpen users’ self-assessments of their judgment quality is degraded. Users may 

consequently develop inflated confidence in AI-augmented performance while simultaneously losing 

accurate insight into their unassisted capabilities. 

Self-determination theory (Deci & Ryan, 2000) identifies autonomy — the experience of being the 

originating source of one's behavior — as a fundamental psychological need, the satisfaction of which 

is associated with well-being, motivation, and identity coherence. The progressive delegation of 

decision-making to AI systems may undermine perceived autonomy even when users consciously 

endorse the assistance, creating a dissociation between expressed preference for AI help and the 

psychological costs of diminished agency (Leotti et al., 2010). 

Scharowski et al. (2023) found that individuals who perceived themselves as highly autonomous 

decision-makers reported greater psychological resistance to AI recommendations, even when those 

recommendations were objectively superior. This finding suggests that identity-level constructs 

moderate the cognitive effects of AI assistance, complicating the assumption that AI recommendation 

systems uniformly produce rational adoption behavior. From the foregoing analysis, we propose: 

H2: Sustained AI assistant use is associated with measurable reductions in metacognitive accuracy 

regarding personal decision-making competence, and with lower scores on validated measures of 

perceived personal agency, compared to baseline and low-reliance user groups. 

Design Factors Modulating Autonomy Effects 

Not all AI assistance is equivalent in its autonomy implications. Research has begun to distinguish 

between systems that augment user reasoning — presenting ranked options with explanatory rationale 

— and those that collapse decisional space by presenting a single action recommendation with implicit 

pressure to accept. Amershi et al. (2019) proposed design guidelines for human-AI interaction that 

emphasize user control, transparency, and graceful degradation, though empirical validation of these 

guidelines in mobile consumer contexts remains limited. The technical quality of mobile AI systems is 

itself a prerequisite for meaningful autonomy preservation: rigorous performance testing and quality 

assurance frameworks are essential to ensuring that AI assistants behave reliably and predictably 

across the diverse device environments in which users encounter them (Tariq, 2025a). Development 

methodologies also play a role; test-driven development approaches have been shown to improve the 

manageability and reliability of mobile applications at the project level, with direct implications for how 
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consistently AI-mediated recommendations are delivered across fragmented device ecosystems (Tariq, 

2025b). 

The framing of AI output has been shown to systematically modulate adoption rates and override 

frequency. Dietvorst et al. (2018) demonstrated that users were more willing to modify algorithm outputs 

when they had some agency in the model construction process, a phenomenon termed 'algorithm 

aversion reduction through participation.' This finding has direct design implications for mobile AI 

systems seeking to preserve deliberative engagement while maintaining recommendation efficiency. 

This analysis supports our third hypothesis: 

H3: AI assistant designs that provide explanatory rationale, present multiple ranked options, and 

preserve explicit user override mechanisms produce significantly smaller reductions in deliberative 

behavior and perceived agency compared to designs that present single best-action recommendations. 

Methods and Data 

Research Design 

This study employs a convergent parallel mixed-methods design integrating a systematic literature 

review, a large-scale cross-national survey, and behavioral vignette experiments. The convergent design 

enables triangulation across self-report, behavioral, and literature-derived evidence, addressing the 

limitations of any single methodological approach to measuring complex cognitive constructs in 

naturalistic settings. It is important to note the methodological distinction between hypotheses: H1 and 

H2 are tested through the cross-sectional survey and are therefore associational in nature, establishing 

relationships between AI reliance and deliberative or metacognitive outcomes. H3, by contrast, is tested 

through the behavioral vignette experiment, which employs random assignment to condition and 

therefore supports experimental inference regarding the causal effect of AI recommendation design on 

autonomy-related outcomes. 

Systematic Literature Review 

A systematic review was conducted following PRISMA-2020 guidelines across six databases: 

PsycINFO, Web of Science, ACM Digital Library, IEEE Xplore, ScienceDirect, and Google Scholar. 

Search terms included combinations of ‘AI assistant,’ ‘decision-making autonomy,’ ‘automation bias,’ 

‘cognitive offloading,’ ‘smartphone reliance,’ ‘algorithm aversion,’ and ‘human-AI interaction.’ Inclusion 

criteria required empirical studies published between 2012 and 2024 addressing AI-mediated decision 

processes in digital consumer contexts. The initial search returned 2,618 publications. Title and abstract 

screening reduced this to 341, with exclusions attributable to non-empirical methodology (n = 872), 

exclusive focus on industrial or clinical AI systems (n = 634), duplicate records (n = 489), and failure to 
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address cognitive or behavioral outcomes (n = 282). Of the 341 retained for full-text review, 214 were 

excluded at this stage: 89 did not meet the empirical design criteria on closer inspection, 61 examined 

AI systems outside the mobile consumer context, 47 lacked sufficient outcome data for synthesis, and 

17 were superseded by more comprehensive studies included in the final set. Full-text review yielded 

127 studies meeting all inclusion criteria. A PRISMA-2020 flow diagram illustrating the complete 

screening process is provided as Figure 1. 

Survey Methodology and Participant Sample 

A cross-sectional online survey was administered to 1,240 adult smartphone users across six countries 

— the United Kingdom, United States, Germany, Japan, Brazil, and South Africa — stratified by age, 

gender, and self-reported technology usage intensity. Participants were recruited via stratified panel 

sampling through a certified market research provider. The survey instrument included validated scales 

for AI reliance (AI Reliance Scale; Guo et al., 2021), perceived autonomy (adapted from the Basic 

Psychological Needs Scale; Deci & Ryan, 2000), metacognitive accuracy (Metacognitive Awareness 

Inventory; Schraw & Dennison, 1994), and deliberative decision behavior (Decision Making Style 

Inventory; Scott & Bruce, 1995). 

Country Sample (n) Mean Age 
AI Reliance Score 

(mean ± SD) 
% Heavy Users 

United Kingdom 211 34.2 3.7 ± 0.8 31% 

United States 208 36.1 4.1 ± 0.9 38% 

Germany 202 38.7 3.2 ± 0.7 22% 

Japan 207 33.5 3.9 ± 0.9 35% 

Brazil 204 31.8 4.4 ± 1.1 44% 

South Africa 208 30.4 4.6 ± 1.0 48% 

Table 1: Survey Sample Characteristics by Country 

Behavioral Vignette Experiment 

A subset of 480 survey participants completed a behavioral vignette experiment. This subsample was 

selected from the 1,240 survey respondents via stratified random sampling to preserve proportional 
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representation across the six countries (approximately 80 participants per country) and across high-, 

moderate-, and low-reliance groups as defined by the AI Reliance Scale tertiles. Participants who did 

not complete the full survey or who failed attention-check items were excluded prior to subsample 

selection. The experiment presented eight standardized decision scenarios spanning financial (e.g., 

selecting an investment product), medical (e.g., choosing between treatment options), social (e.g., 

resolving an interpersonal conflict), and consumer domains (e.g., selecting a major purchase). Full 

vignette texts are provided in Supplementary Material A. In each scenario, participants were randomized 

to one of three conditions: no AI input, a multi-option AI recommendation with explanatory rationale, or 

a single best-action AI recommendation without rationale. Outcome measures included consideration 

set size (number of options explicitly evaluated), decision time, confidence ratings, and override 

frequency. Between-group analyses controlled for domain-specific knowledge, individual differences in 

need for cognition, and AI reliance scale scores. 

Analytic Approach 

Quantitative analyses employed hierarchical linear regression, structural equation modeling (SEM), and 

ANOVA with planned contrasts. Inter-rater reliability for qualitative open-response coding achieved 

Cohen's kappa of 0.88. Moderation analyses examined age, digital literacy, and AI reliance scale scores 

as boundary conditions of hypothesized effects. Statistical significance was evaluated at p < 0.05 with 

Bonferroni correction applied for multiple comparisons. 

Results 

Deliberative Decision-Making and AI Reliance (H1) 

Survey results demonstrated a robust negative association between AI reliance scores and deliberative 

decision-making behavior across all six countries. High-reliance users (top quartile on the AI Reliance 

Scale) reported consideration sets averaging 2.1 options per decision, compared to 5.8 options for low-

reliance users (bottom quartile), representing a 64% reduction (p < 0.001). Decision duration was 38% 

shorter among high-reliance users in the vignette experiment, and tolerance for decision uncertainty — 

measured by willingness to defer a choice pending additional information — was 34% lower. 
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Behavior Measure 
Low 

Reliance 

Moderate 

Reliance 
High Reliance Significance 

Avg. Consideration Set 

Size 
5.8 ± 1.2 3.9 ± 1.0 2.1 ± 0.7 p < 0.001 

Decision Duration (min) 8.4 ± 2.1 6.1 ± 1.8 5.2 ± 1.4 p < 0.001 

Uncertainty Tolerance 

Score 
68.4 ± 9.2 54.7 ± 8.6 45.1 ± 7.9 p < 0.001 

Override Rate (AI 

conditions) 
41.2% 22.8% 9.3% p < 0.001 

Information-Seeking 

Behavior 
74.1% 51.3% 28.7% p < 0.001 

Table 2: Deliberative Decision Behavior by AI Reliance Level 

Regression analyses confirmed that AI reliance predicted deliberative behavior reduction above and 

beyond age, digital literacy, and domain-specific knowledge (β = −0.41, p < 0.001), providing strong 

support for H1. Country-level moderation analyses revealed that the reliance-deliberation association 

was strongest in Brazil and South Africa (β = −0.51 and −0.53 respectively), where AI assistant adoption 

is more recent and digital literacy baselines are lower, suggesting that experience and education 

moderate but do not eliminate the effect. 

Metacognition, Agency, and Self-Assessment Accuracy (H2) 

Metacognitive accuracy, operationalized as the correlation between participants' self-assessed decision 

quality and objective performance on the vignette tasks, was significantly lower among high-reliance 

users (r = 0.21 ± 0.09) compared to low-reliance users (r = 0.54 ± 0.11; z = 4.82, p < 0.001). High-

reliance users systematically overestimated their unassisted decision quality, consistent with a 

degradation of calibrated self-knowledge. Perceived autonomy scores on the adapted Basic 

Psychological Needs Scale were 41.4% lower among high-reliance users (mean 3.4/7) compared to 

low-reliance users (5.8/7; t(826) = 24.3, p < 0.001). 
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Outcome Measure 
Low 

Reliance 

Moderate 

Reliance 

High 

Reliance 

Effect Size 

(Cohen's d) 

Metacognitive Accuracy (r) 0.54 ± 0.11 0.39 ± 0.10 0.21 ± 0.09 d = 1.44 (large) 

Perceived Autonomy Score 

(/7) 
5.8 ± 0.7 4.6 ± 0.9 3.4 ± 1.1 d = 2.30 (large) 

Self-Assessed Competence 

(overestimation %) 
8.1% 19.4% 31.7% d = 1.82 (large) 

Internal Locus of Control 

(/10) 
7.4 ± 1.1 6.1 ± 1.3 4.8 ± 1.4 d = 1.89 (large) 

Table 3: Metacognitive and Agency Outcomes by AI Reliance Group 

Structural equation modeling confirmed a partial mediation pathway whereby AI reliance reduced 

deliberative behavior (β = −0.38), which in turn reduced metacognitive accuracy (β = −0.29), which 

predicted perceived autonomy loss (β = 0.44), with direct effects of reliance on autonomy also retained 

(β = −0.22). Together these results support H2. 

Design Conditions and Autonomy Preservation (H3) 

The vignette experiment produced clear evidence that recommendation design modulates autonomy-

related outcomes. Participants in the multi-option-with-rationale condition evaluated an average of 4.1 

options — significantly more than the 1.8 evaluated in the single-best-action condition (t(318) = 16.7, p 

< 0.001) and approaching the 5.4 options evaluated in the no-AI control condition. Decision override 

rates were 3.8 times higher in the multi-option condition (37.2%) than in the single-action condition 

(9.8%), indicating substantially greater active engagement with the recommendation content. 

Outcome Measure No AI 
Multi-Option + 

Rationale 

Single Best-

Action 
Significance 

Options Evaluated 

(mean) 
5.4 ± 1.3 4.1 ± 1.1 1.8 ± 0.6 p < 0.001 

Override Rate N/A 37.2% 9.8% p < 0.001 
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Post-Task Autonomy 

Rating (/7) 
6.1 ± 0.8 5.3 ± 0.9 3.2 ± 1.1 p < 0.001 

Decision Confidence 

Calibration 
Accurate Accurate Overconfident p < 0.01 

Decision Satisfaction 

(/10) 
7.1 ± 1.4 7.8 ± 1.2 6.4 ± 1.7 p < 0.001 

Table 4: Vignette Experiment Outcomes by AI Recommendation Design 

Participants in the multi-option-with-rationale condition reported higher decision satisfaction (7.8/10) 

than both the no-AI control (7.1/10) and the single-action condition (6.4/10), suggesting that well-

designed AI assistance can simultaneously enhance autonomy preservation and subjective experience. 

These findings provide strong support for H3 and carry direct implications for design standards across 

the AI assistant industry. 

Discussion 

Alignment With Literature 

The deliberative behavior reductions observed — 34–64% across measures — are consistent with the 

automation bias literature (Parasuraman & Manzey, 2010; Cummings, 2004) while extending these 

findings to naturalistic mobile consumer contexts that prior laboratory research has rarely addressed. 

The consideration set reduction finding — from 5.8 to 2.1 options — quantifies a behavioral signature 

of automation bias that theoretical models have postulated but rarely directly measured in ecologically 

valid settings at scale. 

Metacognitive accuracy results (r = 0.21 vs. 0.54 for high- versus low-reliance users) mirror findings 

from the GPS navigation literature (Ruginski et al., 2019) and extend them to the decision domain, 

suggesting that the cognitive offloading framework generalizes across task types. The perceived 

autonomy reductions align with self-determination theory predictions (Deci & Ryan, 2000) while 

providing the first large-scale quantitative evidence of this effect in AI assistant contexts. The design 

condition findings replicate and extend Dietvorst et al. (2018) by demonstrating that participatory and 

explanatory design elements preserve deliberative engagement even in brief experimental exposures. 
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Novel Contributions 

The integrated findings support a novel dual-process framework distinguishing autonomy-preserving 

automation from autonomy-eroding automation. Autonomy-preserving automation presents structured 

information, makes reasoning transparent, and retains explicit user agency; it augments System 2 

deliberative processing without displacing it. Autonomy-eroding automation collapses option space, 

embeds implicit choice pressure, and trains users toward reflexive acceptance; it bypasses System 2 

through efficient System 1 accommodation. 

The longitudinal risk this framework identifies is not that any individual AI recommendation is incorrect, 

but that the cumulative pattern of reflexive acceptance systematically degrades the cognitive 

infrastructure upon which quality unaided decision-making depends. The economic cost of autonomous 

decision erosion further compounds this concern: the 52-point reduction in override rates between low- 

and high-reliance users implies that high-reliance users are accepting recommendations less critically, 

including inferior ones, suggesting that the net welfare effect of AI assistant reliance is not uniformly 

positive even from a pure decision-quality standpoint. 

 

Figure 1: Dual-process framework 
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Limitations 

The cross-sectional survey design precludes causal inference; the observed associations between AI 

reliance and deliberative decline could reflect selection — individuals with lower dispositional need for 

cognition adopting AI assistants more readily — rather than progressive AI-induced change. Longitudinal 

panel designs tracking cognitive measures before and after AI assistant adoption are necessary to 

establish the directionality of effects. The vignette experiment compresses AI exposure to a single 

session; real-world effects likely develop over months or years of habitual use. 

Sample characteristics, while cross-national, skew toward urban, internet-connected adults and may not 

represent populations with intermittent AI assistant access. The country-level variation in effect sizes 

suggests that cultural factors — including attitudes toward technology, power distance, and 

individualism-collectivism orientations — moderate AI reliance effects in ways the current design is 

underpowered to fully characterize. Future research should examine these moderating pathways with 

dedicated cross-cultural measurement instruments. 

Conclusion 

Summary 

This study examined the cognitive, behavioral, and attitudinal consequences of mobile AI assistant 

reliance through a mixed-methods design combining systematic literature review with large-scale cross-

national survey and behavioral vignette experiment. The research evaluated deliberative decision-

making behavior, metacognitive accuracy, and perceived personal agency across varying levels and 

designs of AI assistance. 

High-reliance users evaluated 64% fewer decision options, overrode AI recommendations 77% less 

frequently, exhibited significantly lower metacognitive calibration (r = 0.21 vs. 0.54), and reported 41% 

lower perceived autonomy compared to low-reliance counterparts. Recommendation design strongly 

modulated these effects: multi-option presentations with explanatory rationale produced deliberative 

behavior approaching no-AI baselines while simultaneously improving decision satisfaction, 

demonstrating that the perceived trade-off between AI efficiency and human autonomy is a design 

artifact rather than an inherent feature of AI assistance. 

Practical Implications 

AI product designers should treat autonomy preservation as a first-order design requirement equivalent 

to recommendation accuracy. Concretely, this entails replacing single best-action defaults with multi-

option presentations accompanied by accessible rationale; building explicit override affordances into 

recommendation flows; and designing friction-appropriate checkpoints for high-stakes decisions that 
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prompt brief deliberation before acceptance. The finding that multi-option design also improves decision 

satisfaction suggests these changes are commercially viable rather than purely normative. 

Policymakers should consider extending existing digital literacy frameworks to include AI decision 

literacy — the competence to critically evaluate, selectively trust, and appropriately override AI 

recommendations. Regulatory frameworks governing high-stakes AI applications in financial, medical, 

and legal contexts should require that human override mechanisms be prominent, frictionless, and not 

subject to persuasive deterrence design. At the architectural level, mobile AI systems deployed at scale 

would benefit from modular design approaches that balance reusability with performance, enabling more 

targeted updates to recommendation logic without compromising the stability of the broader application 

(Tariq, 2025c). 

Theoretical Implications and Further Research 

Prior literature examined AI assistance effects in isolation and predominantly in single-application 

laboratory contexts. The dual-process autonomy framework proposed here integrates automation bias, 

cognitive offloading, self-determination theory, and human-computer interaction design principles into a 

unified explanatory structure applicable across mobile AI assistant contexts. The minimal user 

experience impact of well-designed AI assistance challenges the prevailing assumption that strong 

deliberation support and consumer convenience exist in fundamental tension. 

Future research should include longitudinal cohort studies tracking deliberative behavior and 

metacognitive accuracy before and after AI assistant adoption to establish causal inference. 

Experimental deactivation studies — temporarily removing AI assistance from habitual users and 

measuring performance recovery — would directly test the reversibility of identified cognitive changes. 

The rapid development of generative AI capable of more conversational and contextually adaptive 

assistance introduces design challenges beyond those studied here; implications of highly personalized 

voice-interactive AI assistants for human deliberative capacity represent a critical frontier for future 

human-computer interaction research. 
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