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Abstract: 

The following study evaluates the performance metrics of cross-platform and native implementations of 

AI-driven content moderation services. Due to the rapid growth of user-generated content available on 

mobile platforms, real-time content moderation became necessary. To contrast the performance metrics 

of the cross-platform implementation of the screen monitoring system using Flutter framework and native 

Android application that employs the same algorithms for image analysis (ONNX Runtime) and OCR 

recognition (ML Kit). Both apps were tested for 15.5 minutes each and recorded the following metrics – 

CPU usage, RAM consumption (PSS), battery discharge, and processing time per analysis frame – 

across ~ 900 frames. The CPU usage rates were practically equal (Flutter – 18.91%, Android – 19.42%). 

Average memory consumption was estimated at 955.3 MB for Flutter (PSS) compared to 180 MB in 

total for Android (PSS). Discharge rate was also similar (Flutter – 192 mAh; Android – 197 mAh). 

Average processing time for one analysis frame was 610 ms with a range of 195–1631 ms. Despite 

being equally computationally efficient, Flutter has considerably more memory consumption, which is 

caused by its rendering engine. 
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Introduction 

Background and Relevance 

The explosion of content creation by users through mobile applications calls for real-time content 

moderation tools. With more than 6.8 billion smartphone users globally (Statista, 2026), there is now an 

increased need to use artificial intelligence algorithms embedded into smartphones to screen and filter 

out content like adult content, violent content, and explicit text. Server-side moderation can create delays 

and risks to privacy. Using AI inference directly within the phone can offer solutions. 

There has been tremendous improvement in the design of deep learning networks for mobile phones. 

Mobile-friendly vision transformers and lightweight CNNs are some of the recent innovations in neural 

networks that allow for better content analysis. The development framework used in developing the 

algorithm will greatly influence performance attributes and resource usage. 

Problem Statement and Objectives 

Even with increasing utilization of cross-platform development tools, there is an absence of empirical 

studies that benchmark such platforms against native programming approaches. Thus, this experiment 

aims at closing this gap through comparison of two implementations of the ANIS system: 

1. Android native application, programmed in Kotlin with use of Jetpack Compose and Hilt. 

2. Cross-platform: Flutter implementation, which uses Dart and Riverpod. 

It is important to note that both versions offer the same set of features: capturing of the screen in real 

time with usage of MediaProjection API; image recognition with ONNX Runtime running a quantized 

FP16 model for image processing; OCR screening for texts via Google ML Kit; and state management 

based on FSM (finite-state machine). 

Research Questions 

This study will seek answers to the following research questions: 

• RQ1: How does CPU usage differ between Flutter and Native Android implementations of 

artificial intelligence-driven content moderation? 

• RQ2: What are the memory usage characteristics of each approach in long-term use? 

• RQ3: What are the differences in battery drain rates between the two implementations? 

• RQ4: What is the latency rate of real-time content analysis, and does the chosen framework 

impact inference latency? 

• RQ5: What are the considerations for software engineers in making the choice between 

cross-platform and native development approaches when working on AI-driven apps. 
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Literature Review 

Cross-Platform Mobile Development 

Cross-platform development frameworks have gained significant traction due to their ability to maintain 

a single codebase across multiple operating systems (Bajer, 2025). Flutter distinguishes itself by using 

a dedicated internal rendering engine — traditionally Skia, and more recently Impeller — to ensure a 

platform-independent visual experience (Mohammed, 2024). 

Empirical evaluations of performance overhead indicate that Flutter applications typically exhibit higher 

resource consumption than native counterparts. Research conducted by Biørn-Hansen et al. found that 

while Flutter achieves competitive UI rendering and CPU efficiency, it demonstrates a performance 

overhead in memory management, often showing higher RAM usage during task execution compared 

to native Android (Biørn-Hansen et al., 2020). Conversely, comparative studies suggest that while native 

technologies generally outperform cross-platform solutions in data-intensive operations, Flutter can 

perform similarly to native code in specific scenarios such as local data storage and retrieval (Barros et 

al., 2020). 

A critical architectural consideration for data-intensive Flutter applications is the performance overhead 

introduced by Platform Channels — the communication bridge between Dart code and native platform 

APIs. Flutter relies on three channel types: MethodChannel for asynchronous remote procedure calls, 

EventChannel for streaming data, and BasicMessageChannel for raw message passing (Flutter, 2024). 

All channels serialize messages using codecs (StandardMessageCodec, BinaryCodec, or 

MethodCodec) and dispatch them through the engine’s binary messenger, incurring serialization, thread 

scheduling, and JNI/ObjC bridging overhead on each invocation. 

Empirical benchmarks demonstrate that Platform Channel round-trip latency on Android is 

approximately 114 µs per call, compared to 0.5 µs for direct FFI calls — a difference of over two orders 

of magnitude (Pocatilu et al., 2020). Flutter’s official issue tracker has documented that channel latency 

on Android is approximately 2× slower than on iOS due to timerfd-based platform thread scheduling and 

JNI overhead (Shreeman, 2020). For applications requiring high-frequency data transfers — such as 

real-time screen capture at 1-second intervals where each frame transfers a multi-megabyte RGBA 

buffer — this serialization overhead accumulates significantly. Lin (2024) demonstrated in comparative 

benchmarks that Platform Channel serialization latency becomes particularly pronounced when 

transferring large binary payloads, with serialization overhead accounting for 13.89–47.93% of total 

processing time in data-intensive AI pipelines (Flutter Team, 2020). Consequently, performance-critical 

applications increasingly adopt dart:ffi-based approaches (e.g., the Nitro framework) which bypass 
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Platform Channels entirely, achieving zero-copy memory access and near-native call latency (Pocatilu 

et al., 2020). 

On-Device AI Inference 

Executing machine learning models directly on mobile hardware is facilitated by high-performance 

runtimes such as ONNX Runtime, TensorFlow Lite, and PyTorch Mobile. To optimize these models 

for edge environments, techniques like quantization (e.g., INT8, FP16) are employed. Quantization 

significantly reduces memory footprints and enhances computational efficiency, particularly in matrix 

multiplication tasks, with negligible impacts on model accuracy (Gupta, 2023). 

For Android environments, the ONNX Runtime provides robust interoperability across diverse 

hardware. It excels in heterogeneous environments by leveraging hardware acceleration through the 

Android Neural Networks API (NNAPI), which allows it to interface with on-device NPU and GPU 

drivers for near-bare-metal speeds (Aim Techno Labs, 2025). 

Content Moderation Systems 

Modern content moderation has evolved from simple heuristic filters to multimodal processing using 

computer vision and Natural Language Processing (NLP). Real-time performance is paramount; even 

minor latencies can significantly degrade the user experience. Recent scholarship emphasizes a shift 

toward on-device processing to address growing user privacy concerns and the legal complexities of 

data sovereignty (Jhaver et al., 2023). Furthermore, localized processing effectively reduces operational 

overhead by mitigating the high cloud server expenses associated with proprietary moderation APIs 

(Chou et al., 2026). 

Performance Benchmarks 

Performance benchmarks for cross-platform frameworks often vary significantly based on the specific 

workload and the architecture of the bridge layer. Malavolta et al. (2021) scrutinized the bridge 

mechanisms that enable communication between cross-platform code and the underlying operating 

system, concluding that while these frameworks may introduce overhead in certain areas, they can 

match or even exceed native performance on specific metrics depending on technical requirements 

(Malavolta et al., 2021). 

For AI-centric applications, the framework's inherent overhead is often considered secondary to the 

latency introduced by the model inference itself. Research suggests that as the computational 

complexity of the task increases — specifically during heavy neural network processing — the relative 

impact of the framework's bridge layer diminishes, as the processor is primarily occupied with native-

level matrix operations rather than framework abstraction tasks (Pocatilu et al., 2020). 
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Hypotheses 

We formulate the following hypotheses based on our literature review: 

• H1: CPU utilization will not differ statistically between Flutter and Native Android, as both 

ultimately leverage the same ONNX Runtime libraries for inference. 

• H2: Flutter will use substantially more memory, primarily due to rendering engine overhead. 

• H3: Similar battery discharge rates can be expected, while small variations may occur due 

to framework-related background operations. 

• H4: Processing latency will largely depend on the time spent on inference, not framework 

overhead. 

Methods and Data 

System Architecture 

The ANIS system has a three-layered architecture: 

Capture Layer 

Both implementations rely on Android's MediaProjection API for capturing screen contents at defined 

intervals (1000 ms by default). Native Android implementation uses ImageReader with 

PixelFormat.RGBA_8888, while Flutter interoperates with native code using platform channels such as 

MethodChannel and EventChannel. 

Analysis Layer 

Screen contents are analyzed with: 

• Vision Model: A CLIP-based neural network quantized to FP16 and loaded using ONNX 

Runtime 1.17. The model provides embeddings that are then compared with the baseline 

(safe) and threat embeddings (Adult, Violence) using cosine similarity with a logistic scaling 

factor of exp(4.60517). 

• OCR Module: Google ML Kit Text Recognition API (for Latin scripts) detects text that is 

checked against a banned words list (fuck, shit, kill, porn, nude, blood, sex). 

Decision Layer 

A finite state machine manages UI transitions: 

• SAFE → PENDING_BLUR (upon first unsafe detection) 

• PENDING_BLUR → BLURRED (after threshold consecutive detections, default: 3) 

• BLURRED → PENDING_RELEASE (upon first safe detection) 
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• PENDING_RELEASE → SAFE (after 3 consecutive safe frames) 

Implementation Details 

Native Android: 

• Language: Kotlin 1.9.22 

• UI: Jetpack Compose with Material Design 3 

• Dependency Injection: Hilt 2.50 

• Architecture: MVVM with Repository pattern 

• Database: Room 2.6.0 (SQLite) 

• Min SDK: 24, Target SDK: 36 

Flutter: 

• UI: Flutter widgets with custom theme 

• State Management: Riverpod 2.4.0 

• Database: SQLite via sqflite package 

• Min SDK: 24, Target SDK: 35 

Experimental Setup 

Testing was conducted on a device with: 

• Android 11+ (API level 30+) 

• Octa-core CPU (800% total capacity) 

• 4471 mAh battery capacity 

• 4GB+ RAM 

Test Procedure: 

1. Both applications were installed and granted required permissions (MediaProjection, 

overlay, notification). 

2. A 15.5-minute session was recorded for each implementation. 

3. Screen  capture was performed at 1000 ms intervals. 

4. Performance metrics were collected using dumpsys, top, and custom timing 

instrumentation. 

5. Battery  stats were dumped using dumpsys batterystats. 

Data Collection 

CPU Usage: Sampled using top -n 10 -d 1 (10 samples at 1-second intervals) 
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Memory:  

• Native Android used continuous dumpsys meminfo sampling (81 samples).  

• Flutter memory was collected using a custom bash monitoring script ,that invoked the 

Android Debug Bridge (adb) to poll dumpsys meminfo at regular intervals. Specifically, the 

script executed: 'adb shell dumpsys meminfo com.anis.aiservices.flutter | grep TOTAL PSS' 

every 12 seconds over the 15-minute test session, producing 81 snapshots. The raw PSS 

values (in kilobytes) were parsed from the output and converted to megabytes. Both 

theProportional Set Size (PSS) and Resident Set Size (RSS) metrics were extracted. The 

script also captured Native Heap and Dalvik Heap breakdowns from the detailed dumpsys 

output. Data was logged to a timestamped CSV file for subsequent statistical analysis. This 

methodology ensures reproducibility and matches the sampling approach used for the 

Native Android implementation. 

Battery:  

dumpsys batterystats --charged provided discharge rates, temperature, and component-wise 

breakdown. 

Timing: Android implementation included nanosecond-precision timing for: 

• Frame capture (ImageReader.acquireLatestImage()). 

• Bitmap conversion (Bitmap.createBitmap()). 

• ONNX inference (OrtSession.run()). 

• OCR processing (TextRecognition.process()). 

• Decision logic (FSM transition). 

Data Analysis 

Statistical measures (mean, min, max, median) were computed for all timing metrics. The 

implementation provided ~900 valid timing samples, enabling robust statistical analysis. Comparative 

visualization was performed using generated plots (see Section 4.2). 
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Results 

CPU Utilization 

 

Figure 1: CPU Utilization chart 

Finding: CPU utilization was nearly identical (difference: 0.51%), supporting H1. The Flutter samples 

showed higher variance, possibly due to Dart VM garbage collection events. 

Memory Consumption 

The analysis of memory utilization focused on the Proportional Set Size (PSS), which provides a 

realistic representation of an application's footprint by accounting for shared libraries, and Resident Set 

Size (RSS), representing the total physical memory occupied. 

Flutter Performance Metrics 

The Flutter application demonstrated the following memory characteristics based on a sample size of n 

= 81 snapshots: 

Metric PSS (Proportional Set Size) RSS (Resident Set Size) 

Average 955.3 MB 634.6 MB 

Median 963.5 MB 592.9 MB 
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Minimum 181.6 MB 129.0 MB 

Maximum 1.16 GB 1.12 GB 

Table 1: Flutter Performance Metrics 

Discussion of Findings 

The empirical data supports Hypothesis 2 (H2), as Flutter’s memory consumption (955.3 MB PSS) 

aligns with existing literature regarding the resource overhead of cross-platform engines (Biørn-Hansen 

et al., 2020). The observed memory footprint is primarily driven by three architectural components: 

• Dedicated Rendering Pipeline: Flutter bundles its own graphics engine (Skia/Impeller). 

While this ensures UI consistency across platforms, it requires independent memory 

allocation for texture caches and layer trees, unlike native frameworks that utilize shared 

system resources. 

• Runtime Environment: The presence of the Dart VM and its managed heap introduces a 

persistent overhead. The Garbage Collector (GC) maintains a memory buffer to manage 

object lifecycles, contributing to the baseline PSS. 

• AI Inference Dependencies: High memory peaks (reaching up to 1.16 GB) are attributed 

to the initialization of the ONNX Runtime and Google ML Kit. These libraries allocate 

significant buffers to store model weights and process high-dimensional image tensors 

during real-time content analysis. 

The variance between the minimum (181.6 MB) and maximum (1.16 GB) values indicates that memory 

demand is highly dynamic, scaling aggressively during active AI inference tasks before stabilizing during 

idle states. 

In contrast, the Native Android implementation demonstrated a significantly leaner profile, with a 

system-wide snapshot of 184.6 MB, reflecting the efficiency of the native Android Runtime (ART) and 

shared system libraries. 

Battery Consumption 

Metric Flutter Native Android 

Test Duration 15m 24s 15m 35s 

Battery Change 100% → 96% (-4%) 100% → 96% (-4%) 

Discharge 192 mAh 197 mAh 

Table 2: Battery Consumption table. 
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Finding: Battery discharge rates were comparable (difference: 5 mAh), supporting H3. 

Processing Latency (Android Implementation) 

Based on 856 analysis frames: 

Operation Average Min Max Std Dev 

Capture (ImageReader) 0.31 ms 0.14 ms 2.37 ms 0.28 ms 

Bitmap Conversion 6.55 ms 3.63 ms 50.18 ms 3.12 ms 

Analysis (ONNX + OCR) 609.98 ms 195.35 ms 1631.46 ms 312.45 ms 

Table 3: Processing Latency table for Android. 

OCR Early Exit: When banned words were detected in text, the analysis exited early (after OCR), 

reducing processing time to ~5-50 ms. 

Finding: Processing latency (average 1.16 seconds) is within acceptable limits for background content 

moderation. The high standard deviation (542 ms) reflects variable OCR complexity and ONNX 

inference times. H4 supported: Framework overhead is negligible compared to inference time. 

For the Flutter implementation in second testing session, timing data was collected from 999 analysis 

frames using custom instrumentation within the Dart analysis pipeline. Table 4 presents the per-phase 

breakdown for both platforms. 

Operation  Android (avg)  Flutter (avg) Ratio  

OCR 176.0 ms 122.5 ms 0.70x 

Preprocess 97.0 ms 109.0 ms 1.12x 

ONNX Inference  372.0 ms 532.5 ms 1.43x 

Total Analysis  645.0 ms 764.0 ms 1.18x 

Table 4: Cross-Platform Processing Latency Comparison. 
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The analysis reveals that Flutter’s ONNX inference is approximately 1.43x slower than Android’s (532.5 

ms vs 372.0 ms), which is the primary contributor to the overall analysis phase difference. This gap likely 

stems from the Dart FFI (Foreign Function Interface) wrapper used to invoke the ONNX Runtime C++ 

API, which introduces additional marshalling overhead for tensor data compared to Kotlin’s direct JNI 

calls. In contrast, Flutter’s OCR processing is faster (122.5 ms vs 176.0 ms), possibly due to different 

ML Kit integration paths. The preprocess phase is comparable (109.0 ms vs 97.0 ms) as both 

implementations perform similar pixel buffer operations.  

However, Flutter exhibits significantly worse tail latency compared to Android. While the average 

analysis time is 764 ms, 12.8% of Flutter frames exceeded 1000 ms, and 0.3% of frames (3 out of 999) 

surpassed 2000 ms, with a maximum of 7829 ms. The worst frame (frame 999) was dominated by an 

OCR pipeline stall of 5851 ms, likely triggered by a Dart garbage collection pause during a large heap 

operation at the end of the session. Frames 92–94 showed ONNX inference spikes reaching 1263 ms 

(2.4× the 533 ms average), possibly due to thermal throttling or system-level CPU contention at the 

time. In contrast, the Android implementation's maximum analysis time was 1047 ms, with no other 

frames exceeding 1000 ms. This disparity in tail latency is a critical consideration for real-time content 

moderation, where occasional delayed frames could affect user experience. 

Discussion 

Framework Performance Comparison 

The results provide empirical evidence for the performance characteristics of cross-platform versus 

native implementations in AI-intensive scenarios. The near-identical CPU utilization observed — 18.91% 

for the Flutter implementation versus 19.42% for the Native Android implementation — confirms that 

both platforms effectively leverage the same underlying hardware-accelerated libraries, such as ONNX 

Runtime and Google ML Kit, for compute-intensive tasks. 

These findings align with the observations of Pocatilu et al., who noted that the performance overhead 

typically associated with cross-platform frameworks becomes statistically negligible when the workload 

is primarily computationally bound (Pocatilu et al., 2020). Because the AI inference engine executes via 

native C++ or hardware-specific instructions (NNAPI), the abstraction layer provided by Flutter does not 

introduce a significant bottleneck for the processor. 

Memory Overhead Analysis 

Flutter's memory consumption (955 MB PSS) represents a significant overhead compared to typical 

native Android applications. This finding is consistent with Biørn-Hansen et al. (Biørn-Hansen et al., 

2020), who attributed similar overhead to: 
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1. Rendering Engine: Flutter bundles Skia/Impeller, adding ~30-50 MB. 

2. Dart VM: The runtime and JIT/AOT compilation artifacts add ~20-40 MB. 

3. Double Layer: Flutter apps essentially run a separate UI layer atop the native platform. 

For AI applications loading large models (FP16 vision model: ~100+ MB), this overhead is proportionally 

less significant. However, for resource-constrained devices, the ~800 MB baseline overhead could 

impact multitasking performance. 

Processing Latency Implications 

The worst processing time of 1.16 seconds (Android) is acceptable for background content moderation 

but may be noticeable if UI updates are synchronous. The finite state machine design mitigates 

perceived latency by: 

1. Buffering analysis results. 

2. Using configurable thresholds (3 consecutive detections). 

3. Implementing asynchronous decision-making. 

The tail latency distribution further differentiates the two implementations. Flutter’s 95th percentile 

analysis time was 1169 ms, compared to approximately 870 ms for Android (estimated from the standard 

deviation of 312 ms and maximum of 1047 ms). The 99th percentile for Flutter reached 1276 ms, and 

12.8% of frames exceeded 1000 ms. The extreme outlier at frame 999 (7829 ms) is attributable to an 

OCR pipeline stall where ML Kit’s TextRecognition.process() took 5851 ms—over 47× the typical 122 

ms average. This stall likely resulted from Dart VM garbage collection coinciding with a large native heap 

allocation, a failure mode specific to Flutter’s managed memory model that does not affect the native 

Android runtime. The secondary cluster of outliers at frames 92–94 (1730–2851 ms) showed elevated 

ONNX inference (816–1263 ms) alongside increased preprocess time (234–611 ms), suggesting 

thermal throttling reduced CPU clock speeds during sustained inference, compounding Flutter’s already 

higher FFI marshalling overhead. These findings indicate that Flutter’s latency is not only higher on 

average but also less predictable, with a heavier tail distribution that must be accounted for in latency-

sensitive moderation systems. 

Comparing the per-phase timing between Android and Flutter reveals that the framework choice impacts 

inference latency more than initially hypothesized (H4). While the total analysis phase difference is 

modest (1.18x), the ONNX inference sub-phase shows a 1.43x slowdown in Flutter. This is attributable 

to the Dart FFI bridge: Flutter’s onnxruntime package uses dart:ffi to invoke native ONNX Runtime C++ 

functions, which requires converting Dart TypedData buffers to native pointers and synchronizing across 

the Dart heap boundary. In contrast, the Kotlin implementation invokes ONNX Runtime through direct 

JNI, which operates entirely within the native memory space. The Nitro benchmarks (Pocatilu et al., 
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2020) demonstrate that FFI-based approaches, while far faster than Platform Channels, still incur 

measurable overhead versus pure native calls. Additionally, Android’s use of NNAPI hardware 

acceleration may provide further optimization that is not as readily accessible through Flutter’s FFI layer. 

The OCR phase being faster on Flutter suggests that ML Kit’s Flutter plugin may use a more efficient 

native integration path, or that differences in image preprocessing before OCR submission affect 

recognition time. Future work should instrument the Flutter capture and bitmap conversion phases to 

enable a complete end-to-end pipeline comparison and to isolate the exact source of the previously 

reported 6x gap. 

Battery Efficiency 

Both implementations achieved similar battery discharge rates (~192-197 mAh per 15.5 minutes). 

Extrapolated to continuous operation, this suggests ~750-770 mAh per hour, or ~15-17% battery per 

hour.  

Limitations 

1. Single Device Testing: Results may not generalize across devices with different CPUs, 

memory configurations, or Android versions. 

2. Short Test Duration: 15.5-minute sessions may not capture long-term effects (memory 

leaks, thermal saturation). 

3. SyntheticWorkload: The test used controlled screen content; real-world usage patterns may 

differ. 

Comparison With Related Work 

Our findings align with Malavolta et al. in that “performance differences are workload-dependent.” For 

AI inference, the framework choice is less critical than model optimization. However, the memory 

overhead we observed (955 MB vs ~180 MB system) is consistent with prior cross-platform studies. 

Conclusion 

Summary 

This study presented a comprehensive performance evaluation of Flutter and Native Android 

implementations of the ANIS AI-powered content moderation system. Key findings include: 

1. CPU utilization is nearly identical (~19% for both), as both leverage the same native AI 

libraries 

2. Memory consumption is significantly higher for Flutter (955 MB PSS vs ~180 MB estimated 

for native) 
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Flutter also exhibits higher tail latency: 0.3% of frames exceeded 2000 ms (max: 7829 ms) compared to 

none for Android (max: 1047 ms), with 12.8% of Flutter frames exceeding 1000 ms. These outliers are 

driven by OCR pipeline stalls and ONNX inference spikes exacerbated by Dart garbage collection 

pauses and thermal throttling. 

1. Battery discharge rates are comparable (~192-197 mAh per 15.5 minutes) 

2. Processing latency averages 1.16 seconds per frame (Android) with a per-phase analysis 

time of ~645 ms.  

3. Flutter’s analysis phase averages ~764 ms (1.18x slower), with ONNX inference being 

1.43x slower due to Dart FFI marshalling overhead. 

4. Data transfer was 5.8x higher for Flutter, requiring investigation 

Theoretical Implications 

The results support the hypothesis that for AI-intensive mobile applications, framework choice has 

minimal impact on computational performance (CPU, battery) but significant impact on memory footprint. 

This suggests that: 

• Compute-bound tasks (model inference) are framework-agnostic 

• Memory-constrained scenarios favor native implementations 

• Development velocity (cross-platform benefits) must be weighed against resource overhead 

Practical Recommendations 

Based on our findings, we recommend: 

1. For AI-intensive applications: Choose based on team expertise and development timeline; 

performance differences are negligible 

2. For memory-constrained devices: Prefer native Android to avoid ~800 MB Flutter overhead 

3. For continuous monitoring: Implement adaptive strategies (dynamic intervals, model 

quantization) 

4. For Flutter deployments: Audit and minimize network telemetry; add timing instrumentation 

Further Research 

1. Extend  testing to iOS to evaluate Flutter's cross-platform promise 

2. Investigate INT8 quantization to reduce inference time below 500 ms 

3. Conduct long-duration tests (8+ hours) to assess memory stability 

4. Explore hardware acceleration (NNAPI, GPU delegates) for ONNX Runtime 

5. Instrument Flutter capture and bitmap conversion phases for complete pipeline comparison 

Benchmark Dart FFI vs Kotlin JNI overhead for ONNX Runtime tensor marshalling 

https://doi.org/10.51137/wrp.ijmat.774
http://www.wr-publishing.org/
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Evaluate NNAPI delegate integration for Flutter ONNX Runtime to reduce inference gap 

Closing Remarks 

As on-device AI becomes ubiquitous, understanding the performance implications of development 

framework choices is crucial. This study provides empirical data showing that while cross-platform 

frameworks like Flutter introduce memory overhead, they do not compromise computational efficiency 

for AI workloads. Developers must balance this overhead against the productivity benefits of cross-

platform development. 
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